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Abstract
This paper is an analysis of a common sort of targeted attack performed nowadays against many organizations. As it turns out, publicly
available remote administration tools (which we usually call trojans)
are frequently used to maintain control over the victim after a successful penetration. The paper does not focus on particular exploitation
techniques used in these attacks. Instead, it aims to get a closer look
at one of such trojans. First chapters describe a way to figure out
which trojan has been used. The following chapters describe in brief
the architecture, capabilities and techniques employed by developers
of the identified trojan, including mechanisms to hide its presence in
the system, and to cover its network trace. The paper presents all the
techniques used to perform the analysis. In the final chapters, a quick
vulnerability analysis has been performed to show that such intruders
could also be an object of an attack. . .
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Introduction

The problem of targeted attacks against organizations that leads to information theft becomes more and more prevalent. Most of research that has
already been done focuses on techniques that leads to exploitation, be it exploiting a vulnerability in an application, or social engineering techniques.
This paper aims to fill the gap, and describes techniques used to control
already owned systems. It is based on a real example of a targeted attack
observed by many organizations that were hit by this particular attack. The
general concept of the analysis I perform is the assumption that the intruders employ software that is publicly available from the Internet. I try to
match the software used by the intruders with those available publicly on
the Internet by the comparative analysis of the traffic, behavior, and code.
Once the software has been identified, I take a closer look at the software,
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both the client and the server component. I try to break through the obfuscation of the code to be able to perform static analysis, explaining all the
steps of the analysis, and tools I have used. Finally, I show how to use the
obtained knowledge to find a vulnerability in the code, which may lead to a
compromise of intruders’ command and control node, which shows that the
theoretical counter-attack could be possible. In this paper, I use the names
remote administration tool and trojan interchangeably when referreing to
this type of software. The first is what their authors call them, the latter
is the name which the anti-virus industry has given to them, which stems
from the fact that they are mostly used for malicious purposes.
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Targeted attack against an organization

The most popular attack vector when it comes to targeted attack, is an
e-mail with an infected document, which exploits a vulnerability in an
application where it opens under. After the vulnerability has been exploited, payload of executable code is run on a victim’s machine, which
performs all the actions the attacker wants, limited only to permissions
the victim has on the system. The limited permission usually does not
stop the attacker from stealing confidential information because the user
has it all in his home folder. Some attackers don’t use infected documents, but simple social engineering techniques (”here is your unpaid bill:
http://badness.com/bad.exe”). E-mails are usually crafted in the way they
concern the organization or the business it does, so that the victim does not
think it’s pure spam.
In our particular case, a PDF document was sent to a pharmaceutical
company with the message body being a press article copied from the news,
concerning the future of the pharmaceutical market in the region (which
the attackers hopes the victim would be interested in). When the victim
opens the document, the vulnerability in Collab.collectEmailInfo in Adobe
Reader up to version 8.1.1 (CVE-2007-5659) is being targeted, and when
successfully exploited, attacker’s code is run in the system with permission
of the user who opened the document. The user only notices that the Adobe
Reader program disappeared for a moment, but then it was relaunched, and
the press article attachment was successfully displayed. A lot of analyzes
has already been published ([1] is a good example) on this exploit, so this
article does not analyze the vulnerability and the exploit. We will focus on
extracting the code that it delivers instead, in the quickest and simplest way
possible.
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Figure 1: Fragment of exploit code embedded in the malicious PDF document
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Analysis of the infected document

Let’s first examine the document statically. The first thing to do to examine
the PDF file is to uncompress all its parts, as some of it are compressed using
FlateDecode method. I use the PDFTK (The PDF Toolkit)[2] to do the job.
Then we can look for any sort of suspicious things in the PDF, especially the
JavaScript code because all the recent exploits have used JavaScript. What
we find in our example is shown in Figure 1.
When looking at this figure, we can see the exact line where the exploit
is executed:
this.collabStore = Collab.collectEmailInfo({subj: "",msg: plin});
That line means we see the vulnerability in Collab.collectEmailInfo() JavaScript
interpreter function in Adobe Reader up to version 8.1.1 (CVE-2007-5659).
We can also see a shellcode in the PDF file (Figure 2).
This is quite a typical document-embedded shellcode; it first decrypts
its second stage code, finds the PEB through the FS register, then it locates
all the needed functions exported by kernel32.dll. It then bruteforces the
file handle table in the current process in order to find the opened PDF
document by comparing the file size and content. Once it’s done, it can
easily extract the executable, drop it into a temporary directory, and run.
As it was mentioned before, there is quite a significant number of resources
where the document embedded shellcodes have been described, so I don’t
provide more details in this article. For more information please see [1] and
[7] in the Bibliography section.
Using PDFTK we can usually carve the executable out of the PDF document. Another method would be to run the PDF document in a virtual
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Figure 2: Fragment of shellcode embedded in the JavaScript exploit code
machine system with a vulnerable version of Adobe Reader installed, and
watch the system behavior with Process Monitor. Process Monitor[3] will
show all the created files, one of which would be the executable file we will
analyze. This is actually my preferred method, as it is more universal, and
works also in the case where the executable is obfuscated in the PDF file
(which requires time consuminng tracing of the shellcode). 1
Let’s quickly inspect what the executable does by running it in the virtual
machine system. We will observe it in the Process Monitor running inside
the VM, and Wireshark[4] running outside. In the first run we see it try to
connect to port 443, so let’s run netcat on the outside to listen on this port,
and place the domain it tries to connect to, in the hosts file on the guest
system, to make it resolve to the host system, and connect to our listening
netcat in the second run. Figure 3 shows the outgoing transmission we can
observe.
Now let’s run the executable in the debugger to have a closer look at it.
After first steps of initialization, we see indeed that it injects some code into
the explorer.exe process. Figure 4 shows the call to CreateRemoteThread()
in OllyDbg[5] with the parameter being the handle of the process (0x84).
The same handle, when displayed in Process Explorer (Figure 5), shows that
it corresponds indeed to explorer.exe process. This is a typical technique
1

It will also show that there is a registry key created to run the malware again after
system reboot.
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Figure 3: Network footprint of the transmission originated by the malicious
code

Figure 4: Call to CreateRemoteThread() on explorer.exe
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Figure 5: File handle 0x84 corresponds to explorer.exe process

Figure 6: Explorer.exe creates process with the iexplore.exe binary image
used nowadays in all kind of malware. We now need to switch to trace the
newly created explorer.exe process then. We attach our debugger to this
process, and we place a breakpoint just at the beginning of the address the
CreateRemoteThread() function is passing as the starting address of the
remote thread. Then we find ourselves paused in the explorer.exe process
when the breakpoint hits. By inspecting this thread further, we can notice that it runs another process by calling CreateProcess() function with
C:\Windows\iexplore.exe as a parameter, but the flags in the arguments to
that function are set to run the process in suspended state (Figure 6). What
it then does is, it injects a code into that process, and calls, again, CreateRemoteThread() to run that injected code. Then again, we have to find a way
to stop in the iexplore.exe to be able to further trace the malware. As this is
a new process, we have to do it by placing the infinite JMP instruction that
will jump to itself at the entry point of the injected code. We have to do
it in the explorer.exe process before the code injection, and then continue.
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Figure 7: The final code in iexplore.exe that will connect to the client. Note
the ”CALL ESI” way of calling functions, which will later help to identify
the code’s origin.

Figure 8: The way malicious code traverses through the infected system.
Iexplore.exe will be spawned waiting in the infinite loop, so we can attach
our debugger to it. This will finally lead us to a code we see in Figure 7.
The interesting thing to note in this code is the way it calls its own functions
and the API functions; everything is done via an indirect CALL ESI + n,
where n is an offset to the base address stored in ESI register. This makes
the code position independent; that means it is designed to run from no
matter which address in memory it has been placed.2 . Diagram in Figure 8
shows all the way malicious code passes to reach its final destination.
2

This is similar to a technique used in Linux shared object, Linux equivalent of a DLL.
Linux shared object uses indirect addressing via offset table stored in memory, whereas
in case of Poison Ivy the offsets are relative to the content of the ESI register, where the
base address is stored. The concept is, however, similar
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Figure 9: Nuclear RAT network communication footprint
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Internet research on popular Remote Administration Tools (RAT)

Now we know something about the shellcode and the payload, so let’s do
some research on the Internet on what the attackers could have employed as
the payload. They could have, of course, employed their own custom-made
trojan software but, if there are trojans publicly available for download on
the Internet, what don’t take those 3 ? The only thing to take care of is the
antivirus software (because when it is known, the AV will probably catch
it), but when using some stealth techniques (code obfuscation, for example),
the code should go unnoticed.
I’ve done some Internet research on available remote administration tools
that are popular in targeted attacks, and here is the list of four I had a brief
look at. Note that I don’t present a detailed analysis of each one because
this would be a subject of another article. What I’m doing here is a quick
elimination of trojans that don’t match our case. I install them in the lab,
and watch the server connect to the client component while sniffing traffic
with Wireshark. When the traffic footprint does not match our case I pass
on to another package. When it seems similar, I investigate further (by
looking at the machine code).
NOTE: the naming convention used by the authors of these trojan packages is that CLIENT is the controlling panel, and SERVER is the agent
installed on a compromised machine (so that the CLIENT is controlling the
SERVER). I follow this naming convention in the article.

4.1

Nuclear RAT

The first one on the list is Nuclear RAT, which I downloaded from the URL:
http://www.nuclearwintercrew.com/Products-View/21/Nuclear RAT 2.1.0/.
The quick installation of this software in the lab reveals the following network trace shown in Figure 9. As we can see, it’s all in cleartext, and only
99 bytes long, which does not match our case.
3

In sections 8 and 9 I actually give a reason why this could be a very bad idea ...
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Figure 10: Gh0st RAT network communication footprint

Figure 11: Bifrost RAT network communication footprint

4.2

Gh0st RAT

This is the famous RAT that has played the main role in the article [8]. The
interesting thing about Gh0st RAT is that its source code is available for
download, too. The network footprint of this RAT is shown in Figure 10.
As we can see, it uses encryption, but it starts the transmission from the
server to the client from an identification string ”Gh0st”. This is not our
case either.

4.3

Bifrost Remote Controller

This RAT is also very popular in targeted attacks. I downloaded it from
a Rapid Share link found on Google. Its communication channel at first
glance resembles the one we are dealing with in our case (Figure 11). But
there are very slight differences when taking a closer look.
In Figure 11 we see first four bytes marked in black frame. These bytes
are not random unlike the others, and they describe the length of the payload
minus those four bytes themselves (1 * 256 + 5). These four bytes are not
present when compared to our investigated malicious traffic. Also, the total
length of the footprint is different - 265 instead of 256 bytes.
As to the code, it uses similar mechanisms of code injection (first inject9

Figure 12: Snapshot of code from the Poison Ivy server
ing to explore.exe, and then starting iexplore.exe), but we cannot see the
characteristic ”CALL ESI” way of calling functions. Also the way it runs
its code in iexplore.exe is different; instead of creating remote thread after
injecting its code into the remote process, it modifies main thread’s entry
point to the entry point of the injected code. Then it smashes the in-memory
copy of iexplore’s PE header. It seems that it hardcodes it’s name into the
binary (Bifrost Remote Controller). We can also see that it uses some
third party tool that provides the remote code injection mechanism, called
EliRT 1.01. None of these things are present in our sample. We conclude
then that our code does not match this case.

4.4

Poison Ivy RAT

The comms of this one very closely resembles the one we are dealing with.
It first sends 256 bytes from the server to the client, and all the bytes appear
random. Let’s look at the code. When the server component is opened in
IDA[9] to look for code similarities we can also see the ”CALL ESI” calls, so
that’s a good sign (Figure 12). In fact, when compared with the code taken
from our targeted sample , we can find exactly the same piece of code as in
Figure 7 (except, of course, our infinite JMP in the beginning). So it must
be the Poison Ivy trojan that’s used in this attack ! 4

5

Poison Ivy package downloaded from the Internet

Poison Ivy is distributed from the web site www.poisonivy-rat.com free of
charge. The screenshot of the website is shown in Figure 13. When looking
4

Note that I did not enable the Inject into a running process feature in Poison Ivy
server builder.
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Figure 13: Poison Ivy website
at the changelog, we can learn that the first release of PI was published 25
September 2006 (version 2.1.1), and the last one at the time of this writing
is dated 30 November 2008 (version 2.3.2 which I dissect in this article).
From the last entry in the ”Home” tab we can learn that the author had at
some time decided to discontinue the project, but later on, having received
many e-mails from people wanting him to continue the project, he decided
to bring back the web site, and try to ”find some time and motivation to
finish the new version”. The website has even got a ”Customer Portal” tab
where sign-on screen is being displayed upon clicking.
The package is distributed in RAR archive available in ”Downloads” tab.
Inside, we find one executable, the client, and one PDF file, the manual.
The manual is some kind of a quick start guide, it contains some general
information on how to build the server, for example. It does contain an
interesting section though, which says:
VII. Undetected Versions
You can buy an undetected, unique version of Poison Ivy. Doing so
shows your support to the project, which is provided for free, and
helps pay for the hosting/etc expenses,
If you do, you are entitled to another version, should your initial one
get detected by anti virus software.
You don’t have to worry about future versions either; as said above,
servers need to be updated very rarely (in case of major protocol
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Figure 14: The architecture of Poison Ivy.
changes), because of the special way
case, you will receive a new version.

5

Poison Ivy works. If it’s the

For prices and other details, contact the author.
The above text means that the authors, when paid, can deliver a specially
built version of Poison Ivy that is undetectable by the anti-virus software.
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The architecture

Poison Ivy RAT works in client-server mode. The server is a remote agent
that is being installed on a victim’s machine. The server is very small
(around 6 kilobytes), and will receive additional code upon request from the
client. The server is not distributed with the package. To obtain the server,
the client has to be run, and then the server executable has to be generated
from within the client with all the specific options available (such as the
password to authenticate during the connection, or whether the server has
to hide in other processes or not).
The client is a GUI application. Upon launching the server, it initiates
the connection to the client (Figure 14). The operator sitting at the client
can then launch commands, which the server will execute, such as ”take
a screenshot”, ”launch a keylogger”, ”show me a view from the attached
camera”, ”browse the filesystem”, ”capture a sound from a microphone”,
and many more (see Section 6.2 to find a full list of commands PI is available
to execute). Upon the connection, the client displays the server’s machine
data as shown in Figure 15.

6.1

The server

A lot of information has already been given in Section 3 during the analysis
of the payload in the malicious PDF file. The client is minimalistic, and
the code is being sent to it from the client on an on-demand basis as a PIC
5

see subsection 6.1
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(position independent code). It’s because of this on-demand code upload
that the author writes in the manual that ”the server needs to be updated
very rarely” (see previous subsection). The server is only the ”first stager”
that is here to execute the rest that is being sent over by the client. The
server hides very well in the system, and has mechanisms to thwart static
analysis such as the CALL ESI way of calling the API functions. Some automatic behavioral analysis tools would therefore fail to analyze it, because
they would be unable to recognize the API calls correctly. The server can
inject itself into another processes (as observed in section 3). During the
generation process in the client some options can be selected to customize
the server, which include:
• password or key to authenticate with the client
• Domain name/IP address of the client to call to, and whether it shall
go via proxy or not
• whether it shall start upon boot or not
• where to drop the executable in the infected system
• whether it injects itself into other process or not
• format of the code: PE file or raw shellcode

6.2

The client

The client is a GUI application where the server connects to, and from where
the malicious user controls the infected machines. It is written in Borland
Delphi. Figure 15 shows a sample screenshot of the client. The client has an
impressive number of different actions that can be performed on a remotely
controlled host, which include:
• file manager
• file searcher
• registry manipulator
• process viewer and manipulator
• services and devices viewer and manipulator
• application and window lister
• TCP/IP relay proxy
• active connection and port lister
• remote CMD.EXE shell
13

Figure 15: Screenshot of the Poison Ivy client.
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• password dumper
• wireless network scanner
• key logger
• microphone audio capture
• screen capture
• web camera capture
The client has also a plugin infrastructure. The author distributes an SDK,
which allows third party programmers to write their own plugins. The UI
is intuitive and there is no need of extensive manual to learn how to use it.

6.3

The comms

The Poison Ivy website says it uses the Camelia Encryption Algorithm.
This is a well-recognized encryption algorithm defined by the RFC 3713.
The crypto and authentication mechanisms are not analyzed in depth in
this paper. The following is just a quick overview and some interesting
details without going deep into the crypto algorithm.. The first communication that is taking place is the authentication. First, after the TCP/IP
connection has been established, the server sends 256 random bytes to the
client (Figure 3), which is an authentication challenge. These bytes are
then subject to an arithmetic calculation using the password as a parameter. Both server and client do the same calculation. The password is always
embedded in the server’s binary (Figure 16). The client responds with 256
bytes that are the result of this calculation. The server checks the response
by comparing first 64 bytes of the client’s response with his own result of
the same calculation. If the result of the compare operation is successful, it
means the client and the server share the same password, and the challengeresponse authentication has succeeded. All the subsequent encryption and
decryption operations are also performed using the password as a parameter
to the crypto algorithm. After this phase, the client is authenticated to the
server, and they can start exchanging data. The fragment of the encryption
assembly code is shown in Figure 17. I managed to develop a method to
decrypt the packet capture from the honeypot by calling crypto functions
from the server’s code, which can prove useful when analyzing honeypot
packet capture. The only thing that is needed is to locate these functions,
replay the packet capture, and script the debugger to call the functions with
appropriate arguments. During the course of honeypot data analysis it also
turned out that the encryption is not well implemented. Figure 18 shows
fragment of packet capture data from a sample communication. Data here
does not appear random, which is not a feature of a good crypto algorithm.
15

Figure 16: The authentication password located in the iexplore.exe process
memory where the Poison Ivy server resides.

Figure 17: The fragment of a crypto routine in the Poison Ivy server.
It is due to re-seeding the crypto functions with every transmission made.
Despite this flaw, it is difficult to create useful IDS signatures. The characteristics of the traffic do not seem to contain anything that the IDS could
be triggered on.
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Un-obfuscating the client

Poison Ivy client component (the C&C) is distributed packed by an exe
obfuscator called ExeStealth version 2.x, as identified by DiE.exe[11] packer
identifier (Figure 19).
Surprisingly, the most popular exe obfuscator detector PEID[10] was not
able to detect this obfuscator. The obfuscation makes it difficult to inspect
the code (it is still possible, but static analysis is not possible, so IDA won’t
be useful). To make the static analysis possible, we have to rebuild the
original unencrypted binary. For this to achieve, we will try to trace into
the code using OllyDbg debugger.
When loaded in Olly, code obfuscation can be observed right away. First,
Olly advices to stop the analysis because of the code obfuscation noticed.
Second, common tricks can be observed such as massive amount of jump
instructions, jumping in the middle of instruction etc. The code contains
16

Figure 18: Some encrypted communication data does not look random due
to a flaw in the crypto implementation.

Figure 19: DIE, one of the tools to check for known code obfuscator. Here
the detection of ExeStealth occurs.
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Figure 20: A simple anti-debugging technique that checks the BeingDebugged flag in the Process Environment Block (PEB)

Figure 21: The Original Entry Point (OEP) of the obfuscated executable.
anti-debugging tricks as well, such as calculating the CRC over the code few
times during the decryption loop (to detect breakpoints), simple ”BeingDebugged” check in the PEB (Figure 20), and also calling RTDSC instruction
to verify delays in the execution (to detect single-stepping). When looking at
the memory layout, it seems that the code would be decrypted to the proper
CODE section, whilst the dectryptor is running from a custom one (called
GPPE). So to stop on the OEP (Original Entry Point) without spending
time analyzing the internals of the ExeStealth encryptor, we need to somehow break on that code section at the moment the execution is transferred
to there. One way is to step into the code, and place breakpoints at the
end of each decryption loop (there is more than one), but this is also time
consuming. The quickest way that I found was to wait for the first access
violation exception (has to be unchecked in the Olly’s options), and then
place a breakpoint on the CODE section. The next breakpoint will stop
on the execution transfer to the proper OEP (Figure 21). It is important
to notice that the plugin to hide the debugger (such as PhantOm[12], see
Figure 22) needs to be turned on while performing all the steps here. Now
we have the OEP, but the Import Address Table (IAT) is still smashed.
The next stage is to rebuild the imports using ImpRec[13] or manually.
The simplest way is to use ImpRec tool (Figure 23), with a special ExeStealth plugin that can automatically resolve the missing imports. The
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Figure 22: PhantOm plugin for OllyDbg makes it immune to some simple
anti-debugging tricks.
only information we have to provide to ImpRec is the OEP found in the
previous step. After completing this step, we fix the previously dumped
executable, and it will run without errors.
After that, the program was ready to have a closer look at it. To know
more about unpacking malware, see [14] for excellent flash tutorials on how
to unobfuscate malware.
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The vulnerability

Having the program deobfuscated, I decided to have a closer look at it.
There is a whole lot of code in the client, so analyzing all of that was nearly
impossible without having unlimited time. I have just come to an idea
about a vulnerability research on such a trojan; researchers do vulnerability
research on so many various application, why not to do it on this one ?
So first, I need to figure out which part of the code I am interested
in. I decided to try one of the tools I’ve heard talking about, which is
called PaiMei[15]. As the webpage says, ”PaiMei is a reverse engineering
framework consisting of multiple components”. It’s quite a powerful tool;
I will describe only the capability I used, which is called process stalking.
Process stalking works by tracing the process, and marking all parts of
code the process has been through. This way one can just run the process, attach PaiMei, do interesting stuff with the application (all things
that he/she wants to know how they are done underneath), and terminate
PaiMei. PaiMei will then give results, which can be imported into IDA. The
19

Figure 23: Reconstructing the imports with ImpRec.
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Figure 24: Process stalking example. Basic blocks marked blue are the ones
the program has executed during the traced execution round.
screenshot from IDA is shown in Figure 24 ; a special color (here: blue) will
mark the blocks, which the program has executed.
This way I can easily figure out, which parts of the program I’m looking
for. And of course, what I do with Poison Ivy is connecting to the client.
Then I can analyze the code that has been executed during data exchange.
I could easily see what I guessed earlier; the 256-byte challenge is sent first,
and then the right data comes through. Having learnt more things about
the program, I realized that there’s no obvious vulnerability in the code at
this stage. The encrypted comms are handled properly, so the vulnerability
must be searched deeper. I decided to fuzz the communication protocol in
the way that I let the successful authentication occur, and after that, I allow
talking server to client but I randomly modify bytes in the communication
stream BEFORE the comms get encrypted. I also need to watch Poison Ivy
client; if it crashes, that means I have possibly found a bug.
To perform this task, I decided to instrument the server, again using
PaiMei, and to modify bytes in-memory during the server’s execution. The
server will then automatically encrypt modified payload, and will send it to
the server. The server will properly decrypt the data and then will step into
the modified payload. PaiMei has an excellent scriptable debugger, PyDbg,
written all in Python, and designed to write Python scripts with modules
it provides. Using interactive debugger (OllyDbg) and IDA, I located the
memory region where the first data gets sent after authentication. I wrote a
Python script (see Appendix A) that will modify few bytes (signle byte per
fuzzing round) of the buffer after the client has authenticated to the server
successfully. The server sends basic identification information in the first
21

Figure 25: Poison Ivy client crashes when certain byte in the initial message
following successful authentication, has been modified.
bytes such as its IP address, Windows version etc.
Most modified payloads were handled successfully by the PI client, but
there were two crashes, one of which is shown in Figure 25. After having
a look at the code, it turns out that the modified byte that causes the
crash, is the byte which describes the length of the unencrypted payload
(minus headers). The buffer is allocated on the stack, and has fixed length
of 0x8001 bytes. It seems that in the PI protocol header we modified a
32-bit DWORD value describing the length of the payload that follows. We
can easily overcome those 0x8001 bytes by modifying the DWORD (as the
crash shows). Definitely, that bug has a potential of being exploitable.
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The exploit

The exploit code is not released in this version of the paper for security
reasons. It only contains a desctiption of some techniques I had to use to
make the exploit work.
A specially crafted buffer can be constructed to overwrite the return address of the function, and then drive the function back to a RET instruction
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without triggering exceptions when the stack is smashed. We overwrite the
buffer allocated by the function one step up in the call chain, so we have to
traverse two RET instructions.
One thing that has to be done is to find the password in the Poison Ivy
server because the exploit works after the authentication phase has been
performed. The password embedded in memory is easy to find when analyzing the encryption function. Figure 16 contains the snapshot of memory
where the password is located.
Another problem to overcome was choosing a technique of exploitation
to use to make the exploit reliable. During the research on the exploit
development I’ve tried to use the famous SEH exploitation technique, but
it seems that this is pretty well protected under Windows XP SP2 [16]. It
would work under SP1, but this would be a serious limitation to the exploit’s
usability. Finally, I used the classic RET overwrite technique, which is not
easy to use when we don’t know where the shellcode sits in memory. But
here, I’ve spotted an interesting and very lucky coincidence. The function,
of which the buffer we overwrite, is the first function in the thread, called
directly by the CreateThread() call. It seems that in this case, Borland
Delphi generates a function that does not unwind the stack frame, which
means the EBP register will stay intact when the program comes across the
RET instruction (normally the EBP gets overwritten by POP EBP at the
epilogue of the function, see Figure 26). I exploited this fact by employing
the CALL-to-register technique, in this case CALL to EBP. We know that
the EBP will point to the beginning of the stack frame of the calling function,
so CALL EBP will be an ideal instruction to jump to. Its opcode is just two
bytes: \xFF\xD5, so it’s a great probability that we will find something like
this somewhere in the executable’s static memory. It doesn’t even need to
be in the section code. It’s enough if the section is marked executable.
Third problem was that the buffer to overwrite is allocated by the function one step up in the call chain, as already mentioned. By the time the
upper function reaches its RET instruction, a lot of operations take place.
With the stack smashed, it’s not easy for a function to operate, because it
can crash while accessing overwriten stack variables. To mitigate this, I had
to make the function take the shortest path possible towards its RET. I did
this by making the crafted buffer shorter than the declared length value in
the headers. This makes the function go quick towards its return.
Despite the above, there were still variables accessed on the stack making
the function crash. This I mitigated by putting addressable and writable
memory pointers in the crafted buffer where the accessed local variables
were supposed to be stored, so the function could safely read and write from
these varialbles. After overcoming those obstacles, the exploit was ready to
work.
The sample shellcode I used is a simple cmd.exe TCP bind shellcode,
generated from the Metasploit Framework, but it can be everything. Iron23

Figure 26: First RET does not contain the POP EBP instruction and therefore the EBP register is preserved when the function exits.
ically, it can even be a shellcode generated from Poison Ivy itself to install
the PI server on the PI client (attackers’ C&C) ! That would mean spying
the spy using his own technique ...
The crafted buffer will trigger buffer overflow, and the shellcode executes successfully. Our sample tcp bind shellcode can be successfully contacted by the telnet client (Figure 27). It is worth to mention that I used
EXITFUNC=thread parameter in the Metasploit Framework, which makes
call ExitThread() function when the payload execution finishes (instead the
default EXITFUNC=seh which triggers an exception). In this way, when the
cmd.exe session finishes (after typing exit, for example), the thread in the
client smoothly exits without causing neither program crash nor any noticeable effects to the person using the GUI. That makes the exploit very
reliable and stealthy. The exploit was tested under Windows XP SP2 and
Windows Vista.
If the reader desires to know more on exploiting stack based buffer overflows, there is a lot of information on the Internet related to that subject,
but I would recommend to have look at the classics [17] to begin with.
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Figure 27: The payload has been executed in the client process, and we can
connect to it via telnet.

10

Conclusions

The trojan described here is a state-of-the-art application in its kind. It
allows variety of actions to be performed against the victim, all of it with
an easy-to-use graphical interface. It contains a lot of advanced hiding techniques, making it hard to analyze, and it can confuse many advanced detection tools. As the paper shows, this tool publicly available from the Internet,
is one of those used nowadays in targeted attacks against organizations.
There is no software without flaws though. As the paper proves, even the
attackers can themselves become an object of a counterattack by exploiting
a vulnerability in malicious software they use, because they like to use tools
publicly available, which researchers can analyze. 6
6

So, finally, it turns out that this is not necessarily such a good idea as it could have
seemed in Section 4
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A

Poison Ivy fuzzer code

# fuzzer for Poison Ivy trojan
# by deresz 2009
from pydbg import *
from pydbg.defines import *
import time
import os
def handler_breakpoint (pydbg):
# ignore the first windows driven breakpoint.
global bp_count, i, fuzzing_value
if pydbg.first_breakpoint:
print "first breakpoint"
return DBG_CONTINUE
bp_count = bp_count + 1
print "encrypt() called from thread %d @%08x for %d time" % \
(pydbg.dbg.dwThreadId, pydbg.exception_address, bp_count)
if bp_count == 17:
print dbg.smart_dereference(dbg.get_arg(1))
print "modifying byte %d" %i
dbg.write_process_memory(dbg.get_arg(1) + i, "\xFF", 1)
print dbg.hex_dump(dbg.read_process_memory(dbg.get_arg(1), 256))
elif bp_count == 34:
print "terminating process..."
exit_process = dbg.func_resolve("kernel32", "ExitProcess")
dbg.set_register("EIP", exit_process)
return DBG_CONTINUE
# register a breakpoint handler function.
limit = 255
fuzzing_value = 0xFF
for i in range(0, limit):
dbg = pydbg()
bp_count = 0
dbg.set_callback(EXCEPTION_BREAKPOINT, handler_breakpoint)
print "before load, trying %d" % i
dbg.load("C:\PI_server.exe")
dbg.bp_set(0x00400cf4) # bp on encrypt()
dbg.debug_event_loop()
time.sleep(1)
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